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1 Thermodynamics: the basics

Extremely roughly, thermodynamics is the macroscopic science of heat exchange between
materials conceived at a very high level of generality; heat being a form of energy (though at
the inception of thermodynamics heat was still believed by many to be a kind of substance,
which was called caloric). One distinguishing feature from many other physical theories is its
focus on interventions, and the connected idea of performing work (like heat, also a form of
energy; cf. the First Law) on a system.

Kelvin (1854): “Thermo-dynamics is the subject of the relation of heat to forces acting
between contiguous parts of bodies, and the relation of heat to electrical agency.”

Thermodynamics is a principle theory, i.e. a theory characterised by a set of axioms (or
principles) taken as general empirical truths. Principle theories are to be contrasted with
constructive theories, which aim to derive general empirical truths from a specific account of
the constitution of matter.

If you want a reliable physics textbook on thermodynamics, a good place to start is
C. J. Adkins, Equilibrium Thermodynamics, third edition (Cambridge: CUP, 1983). Here,
I’ll give a brief outline of everything you need to know.

1.1 Equilibrium and reversible processes

An absolutely central concept is thermal equilibrium. Equilibrium is any state a system is
in once it has stopped exchanging heat with its surroundings; or, if it has no surroundings
(= is isolated), once it has settled down to a macroscopically unchanging state. (Feynman:
“equilibrium is when all the fast things have happened but the slow things have not.”)

• The Minus-First Law (due to Brown and Uffink 2001). An isolated system in an arbi-
trary initial state will spontaneously attain a unique state of equilibrium.

(This law also captures systems in thermal contact with other systems, since all the systems
together can eventually be considered isolated.)

In simple systems, for example an enclosed gas, an equilibrium state is uniquely specified by
the deformation variables pressure, p, and volume, V . We can therefore represent the equilib-
rium states of the system on a two-dimensional manifold coordinatised by (p, V ). Remember
that this manifold represents only equilibrium states: strictly speaking, non-equilibrium states
are not represented at all in thermodynamics.

We can intervene in a system to cause changes to its state: e.g. if our gas’s container
has a piston, we may push or pull the piston to change the volume of the gas—and correla-
tively, its pressure. Strictly speaking, this must entail taking the system out of equilibrium.
However, we can perform the intervention so slowly and so delicately, that we can usefully
approximate the process as a continuous chain of equilibrium states (represented as a curve
in the (p, V )-manifold). This is known as a quasi-static process. In the absence of hysteresis
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(i.e. path-dependence of the equilibrium state), quasi-static processes are reversible. A process
is reversible iff its direction can be reversed by an (approximately!) infinitesimal change in
the system’s conditions.

1.2 Temperature

• The Zeroth Law. If two systems are separately in thermal equilibrium with a third, then
they must also be in thermal equilibrium with each other. (Or, better: the relation is
in thermal equilibrium with is an equivalence relation.)

The Zeroth Law licences the introduction of a new quantity, empirical temperature, θ. This
quantity is a function of state, meaning that it has a unique value in each equilibrium state.
It follows that it is a function of (and only of) p, V ; i.e. θ = θ(p, V ).

We can arrange for empirical temperature to be closely connected with heat, so that
if a transfer of heat changes the temperature of the system, then the change is defined as
positive. This still leaves much open, particularly: (i) the size of the unit, all the way along
the scale; and (ii) the zero point. For example, inspired by Boyle’s Law that for gases at
fixed temperature, p and V are inversely proportional, we might define a scale determined
by the change of volume at constant pressure (or vice versa). (It turns out that as p → 0,
different gases give the same temperature so defined—we now know that this is because, in
this limit, all gases approximate a perfect, or ideal gas—; the scale therefore became known
as the perfect gas absolute scale.)

1.3 Internal Energy

Define an adiabatic process as one that proceeds without the system exchanging heat with its
environment. Then we can state

• The First Law. The amount of work needed in any adiabatic process depends solely
on the change effected (i.e. the endpoints of the process); and in cyclical processes, the
amount of work gained in the process is equivalent to the amount of heat absorbed.

Since work is a form of energy, it follows from the First Law that heat is also a form of energy,
and that any process can be associated with the system losing or gaining energy, where that
change is defined by the initial and final (equilibrium!) states. This licenses the introduction
of another function of state, internal energy, U(p, V ).

For infinitesimal changes, we may write

dU = ąQ+ ąW (1)

where the symbol ‘ą’ is intended to indicate that the corresponding quantities Q and W are not
functions of state; i.e. we may not associate a “quantity of heat” or a “quantity of internalised
work” with a system in equilibrium. For a simple gas,

ąW = −pdV (2)

(with a minus sign, since a reduction in volume requires a positive amount of work), so a
mathematical statement of the First Law is

dU = ąQ− pdV (3)
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1.4 Thermodynamic temperature

An important concept in outlining the Second Law is the Carnot cycle. This is a cyclical
process in which a Carnot engine—a confined gas—produces work by transferring heat from
a furnace to a refrigerator, according to the following four steps:

1. reversible, isothermal expansion in contact with the furnace (at constant temperature
θ1): an amount Q1 of heat is absorbed by the gas;

2. reversible, adiabatic expansion: the gas does work on its surroundings (i.e., pushes out
the piston);

3. reversible, isothermal compression in contact with the refrigerator (at constant tem-
perature θ2 < θ1): an amount Q2 (< Q1) of heat is transferred from the gas to the
refrigerator;

4. reversible, adiabatic compression: the surroundings do work on the gas (i.e., pushes in
the piston).

Let the net work produced in each cycle be W . The efficiency η of the cycle may be measured
by the ratio of work produced to heat absorbed; i.e.

η =
W

Q1

(4)

From the First Law, we know that W = Q1 −Q2, so

η = 1− Q2

Q1

(5)

We may now state a version of the Second Law. It has two forms, which for our purposes we
may treat as equivalent (for proofs, see Adkins (1983, 53-5)).

• The Second Law (Kelvin statement). No cyclical process is possible whose sole result is
the complete conversion of heat into work (i.e. the efficiency η < 1).

• The Second Law (Clausius statement). No cyclical process is possible whose sole result
is the transfer of heat from a refrigerator to a furnace (i.e. we cannot reverse the cycle
and have W = 0, unless Q1 = Q2 = 0).

This version of the Second Law allows us to prove

• Carnot’s Theorem. No engine operating between a furnace and a refrigerator can be
more efficient than a Carnot engine.

Proof. If Carnot’s Theorem were false, then there could be some magic engine M with
efficiency ηM > ηC ; i.e.

W (M)

Q
(M)
1

>
W (C)

Q
(C)
1

(6)

3



Then we could construct a new engine consisting of: (i) M run as usual; and (ii) C run
backwards; such that (iii) the work produced by M is put straight into C, i.e. W (M) = W (C).

But from (6), this implies Q
(M)
1 −Q(C)

1 < 0; i.e. heat is transferred to the furnace. So the sole
result of one cycle of the new engine is to transfer heat from a refrigerator to a furnace, in
contradiction with the Clausius statement. QED.

We also have a

• Corollary. All engines operating according to a reversible cycle (a.k.a. reversible engines)
are equally efficient.

Proof. Consider any reversible engine R. From Carnot’s Theorem, ηR 6 ηC . But now run the
reasoning above again, in which R takes the role of C (i.e. is run backwards) and C takes the
role of M (i.e. run forwards). We conclude that ηC 6 ηR. So ηR = ηC . QED.

But if the efficiency of any reversible engine operating between a furnace and a refrigerator
is the same, then it is a function only of what we know about these reservoirs, viz. their
empirical temperatures θ1 and θ2. It follows, given (5), that

Q1

Q2

= f(θ1, θ2) (7)

for some function f . This allows for a new definition of temperature, called thermodynamic
temperature.

Suppose we have three reservoirs, at θ1, θ2 and θ3. Let there be a Carnot engine C1

absorbing at θ1 and rejecting at θ2; and a Carnot engine C2 absorbing at θ2 and rejecting
at θ3. Then Q1

Q2
= f(θ1, θ2) and Q2

Q3
= f(θ2, θ3). But in total, no heat is exchanged at θ2; so

we may conceive C1+reservoir 2+C2 as another Carnot engine (C3, say) absorbing at θ1 and
rejecting at θ3. So Q1

Q3
= f(θ1, θ3). It follows that f(θ1, θ3) = f(θ1, θ2)f(θ2, θ3). But this is

only possible if

f(θ1, θ2) =
T (θ1)

T (θ2)
(8)

for some function T . This function is defined to be the thermodynamic temperature.

From (7) and (8), we may infer

Q1

Q2

=
T1
T2
, or

Q1

T1
=
Q2

T2
(9)

and that any reversible engine operates with efficiency η = 1− T1
T2

.

1.5 Entropy

We now generalise from the idea of an engine performing a discrete reversible cycle to the
idea of a general system undergoing any cycle whatever. We do this by imagining that the
relevant work to be applied to the system is done by a Carnot engine, operating between the
system and a reservoir at any temperature we choose.

This involves: (i) considering infinitesimal changes (so Q 7→ ąQ); and (ii) defining Q so
that Q > 0 if the system gains heat and Q < 0 if it loses heat. From (i), (ii), (9) and the
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Kelvin statement of the Second Law, we may infer that for any cycle C,∮
C

ąQ

T
6 0. (10)

(Since T is always positive, this implies that heat may be lost, but not absorbed, by the
system during the cycle.) If the cycle is a reversible one, R say, then not only does (10) hold
for it, it also holds for R backwards. It follows that for any reversible cycle CR,∮

CR

ąQ

T
= 0. (11)

(10) and (11) are collectively known as Clausius’ Theorem.

(11) licenses the introduction of yet another function of state, the entropy, S, defined by

dS =
ąQ

T
(12)

(In mathematical language, the inverse thermodynamic temperature 1
T

is an integrating factor
for ąQ that yields an exact differential dS.) This permits the following restatement of the
First Law:

dU = TdS − pdV (13)

and we may define the change in entropy in any reversible process R that connects the two
equilibrium states s1 = (p1, V1) and s2 = (p2, V2) as

∆S = S(s2)− S(s1) =

∫
R

dS =

∫
R

ąQ

T
. (14)

Now consider any process P connecting s1 and s2. Then (P − R)—i.e., P plus R run
backwards—is an irreversible cycle; so from (10),∮

P−R

ąQ

T
≡

∫
P

ąQ

T
−

∫
R

ąQ

T
6 0, (15)

and from (14),

∆S >
∫
P

ąQ

T
. (16)

If now we assume that P is an adiabatic process, ąQ = 0 throughout, so

∆S > 0; i.e. (17)

• The Second Law (entropy statement). The entropy of a thermally isolated system cannot
decrease.

Finally, for the sake of completeness, we also state

• The Third Law. The entropy of any system in equilibrium approaches zero as the
thermodynamic temperature approaches zero.
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2 Classical statistical mechanics: the basics

Classical statistical mechanics is essentially classical mechanics with the addition of probability.

2.1 Classical mechanics

Classical mechanics is the physics of Newtonian point particles, say N in number. For our
purposes (i.e. reducing thermodynamics), there will be very many particles: of the order
N ∼ 1023!

The totality of all possible positions qi for all of the particles i ∈ {1, 2, . . . N} constitutes
a 3N -dimensional space called configuration space, Q. Any history of the N particles will be
represented by a trajectory γ : R→ Q through this space.

At any given time t, the trajectory passes through the point γ(t) in a particular direction,
and at a particular rate. We call this a tangent vector, and it clearly defines the velocities q̇i
of all the particles.

From Newton’s second law (“F = ma”), together with the assumption that all forces will
be a function only of positions and velocities, we know that a specification of all N positions
and N velocities at any time suffices to determine a unique physically possible history (this
is an instance of determinism).

In the Lagrangian framework, this determination takes the following form. We define TQ
(the tangent bundle), the space of all possible positions and velocities for the N particles.
This is a 6N -dimensional space. We know that any point in this space determines a unique
physically possible trajectory for the N particles. It turns out that this can be extracted from
a single function L : TQ → R, the Lagrangian: at any point (qi, q̇i) ∈ TQ, L specifies both
q̇i) (trivially) and q̈i (via “F = ma”), and therefore, heuristically, where to go next.

In the Hamiltonian framework, we instead define Γ := T ∗Q, the co-tangent bundle or
phase space, the space of all possible positions and conjugate momenta pi for the N particles.
This too is a 6N -dimensional space. Again, we know that any point in this space determines
a unique physically possible trajectory for the N particles. It turns out that this can be
extracted from a single function H : Γ → R, the Hamiltonian: at any point (qi,pi) ∈ Γ,
H specifies both q̇i and ṗi, and therefore, heuristically, where to go next. This is called the
Hamiltonian flow : imagine the entire 6N -dimensional phase space filled with a fluid, flowing
at each point according to the prescription given by H. Under certain assumptions (assumed
to hold in cases of interest for us), the value of H is preserved under the Hamiltonian flow;
i.e. it is a constant of the motion. This value is then equal to the energy E of the N particles.

We may represent the Hamiltonian flow as a one-parameter family of maps {φt : Γ →
Γ | t ∈ R}, so that

φτ (qi(t),pi(t)) = (qi(t+ τ),pi(t+ τ)) (18)

2.2 Measures and probability conservation

We may define measures µ : B(Γ) → R over the phase space Γ, each of which defines the
“size” of regions of Γ. A particularly important measure is the Lebesgue measure µL, which
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gives the intuitive “volume” of phase space; i.e. for any region R ⊆ Γ,

µL(R) :=

∫
R

dµL(qi,pi) =

∫
R

dqi ∧ dpi (19)

• Liouville’s Theorem. The Hamiltonian flow preserves the Lebesgue measure: i.e. for any
Lebesgue measurable region R ⊆ Γ and for any time t ∈ R, R and φt[R], have the same
Lebesgue measure; i.e. µL(R) = µL(φt(R)).

Liouville’s Theorem also holds for the restricted Lebesgue measure µL|E, which we obtain when
we restrict µL to an energy hyper surface ΓE ∈ Γ. This ensures the conservation of probability
under the Hamiltonian flow, i.e. the dynamical evolution of the N particles.

2.3 Recurrence

• Poincaré’s Recurrence Theorem. Any bounded system returns arbitrarily close its initial
state after a finite amount of time, infinitely often. More precisely: suppose that X ⊆ Γ
such that φt(X) = X, for all t ∈ R, and µL(X) <∞. Then, for any measurable region
A ⊆ X with positive measure (i.e. µL(A) > 0) and all τ ∈ [0,∞), the set

B := {(qi,pi) | (qi,pi) ∈ A & for all t > τ, φt(qi,pi) /∈ A} (20)

has measure zero, i.e. µL(B) = 0.

2.4 Time-reversal invariance

Heuristically, time-reversal invariance is a feature of theories that do not distinguish between
the future and the past. More precisely: a theory will define a set of dynamically possible
trajectories. In classical mechanics, a trajectory is a function γ : [ti, tf ] → Γ, where γ(t) =
φt(qk(ti),pk(ti)). The time-reversed trajectory T γ : [−tf ,−ti] → Γ of the trajectory γ may
be defined

(T γ)(−t) := R(γ(t)) (21)

where R : Γ→ Γ reverses the momenta of all N particles, i.e.

R(qk,pk) := (qk,−pk). (22)

The dynamics are then time-reversal invariant iff: γ is a dynamically possible trajectory iff
T γ is. It turns out that for all Hamiltonian systems under consideration here, the dynamics
are indeed time-reversal invariant.

3 Inter-theoretic reduction

3.1 The basic idea: reduction as deduction

Some theory Tt (the “top”, or “tainted”, or “tangible” theory, e.g. thermodynamics) reduces
to some other theory Tb (the “bottom”, or “best” theory, e.g. classical statistical mechanics)
iff

Tb,Σ � Tt , (23)

where Σ is a set of auxiliary assumptions (e.g. initial or boundary conditions).
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• Tb and Tt might not share the same vocabulary!

• Ought we really demand exact deducibility?

3.2 Generalised Nagel-Schaffner model

Some theory Tt reduces to some other theory Tb iff there is some theory T ∗t such that

Tb,∆,Σ � T
∗
t , (24)

where Σ is a set of auxiliary assumptions and ∆ is a set of bridge laws, and T ∗t stands in a
relation of strong analogy with Tt.

• What counts as a bridge law? A sufficient condition: a statement of co-extensionality,
e.g. ∀x(Ax ≡ B(x)), where A is in the vocabulary of Tt and B(x) is some complex
one-place predicate in the language of Tb.

• What counts as an auxiliary assumption? If anything goes, then derivability is too easy.

• What counts as “strong analogy”? Is there any way to explicate this notion so that it
is not hopelessly vague?

• Syntactic vs. semantic view of theories?

4 Reading for discussion

Required reading:

• Frigg, R. (2012): ‘What is Statistical Mechanics?’, pp. 1-8.

• Frigg, R. (2008), ‘A Field Guide to Recent Work on the Foundations of Thermodynamics
and Statistical Mechanics’, pp. 99-103 and 178-183 (§1 and Appendix).

• Albert, David (2000), Time and Chance (Cambridge, MA and London: Harvard UP),
Ch. 2.

Additional reading:

• Dizadji-Bahmani, F., Frigg, R. and Hartmann, S. (2010), ‘Who’s Afraid of Nagelian
Reduction?’, Erkenntnis 73, pp. 393-412.

• Sklar, L. (1993), Physics and Chance (Cambridge: CUP), §§1.II, 2.I.

• Uffink, J. (2007), ‘Compendium of the Foundations of Classical Statistical Physics’, §1.
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