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1 The mathematical structure of probability

1.1 The Kolmogorov axioms

Probability was first given an axiomatization by Kolmogorov in 1933. We begin with a sample space,
Ω, which is some non-empty set, the elements of which represent ultimate events, i.e. possible events
that are specified with (what we are taking to be) maximum specificity. For example, if we are
considering the possible outcomes of a die throw, it is natural to take Ω = {1, 2, 3, 4, 5, 6}. If we are
considering a coin toss, then Ω = {H,T}. In general, Ω may well have an infinite cardinality.

Using Ω, we define an event space, or proposition space, F. F is subject to the conditions:

1. ∅ ∈ F;

2. If A ∈ F, then Ω \A ∈ F (Ω \A is the set of all elements of Ω that are not elements of A);

3. If Ei ∈ F for all i, then
⋃

iEi ∈ F.

The resulting event space is therefore closed under negation and (possibly infinitary) disjunction.

(Alternatively, we could begin with a set of elementary propositions Ei, and generate a sample space
by identifying each ultimate event with a conjunction of all ±Ei, where ±Ei indicates either Ei or
its negation.)

Bayesian epistemology requires that Ω exhaust all possibilities; whether we ought to further require
that Ω’s elements be genuinely maximally specific events is subject to dispute.

A probability function p is then some function on F, which assigns to each of its elements a real
number. There are three constraints on that assignment:

1. Non-negativity. p(A) > 0, for all A ∈ F.

2. Normalization. p(Ω) = 1.

3. Additivity. For any A,B ∈ F, if A ∩B = ∅, then p(A ∪B) = p(A) + p(B).

(Sometimes additivity is strengthened to a condition called countable additivity.)

1.2 Conditional probability

The probability function p is monadic, in that it assigns probabilities to single propositions. But
using p we can define a function on pairs of propositions. This function is usually also referred to as
p and is defined as follows:

If p(B) > 0, then p(A|B) :=
p(A ∩B)

p(B)
.

The heuristic idea is that p(A|B) is the probability that p would assign to A, if the probability of B
were 1; or the probability that p would assign to A, if B were the full sample space.

Conditionalising on a proposition C is changing our probability function from p to p(·|C). It may
be proved that, if p obeys the conditions above, then so does p(·|C) (where we reset Ω := C).
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1.3 The law of total probability

A partition is any set {Ei} of propositions which are: (i) non-empty (Ei 6= ∅); (ii) pairwise disjoint
(if i 6= j, then Ei ∩ Ej = ∅); and (iii) jointly exhaustive (

⋃
iEi = Ω). Any partition divides the

sample space Ω up into cells, each of which corresponds to one of the Ei.

Now let {Ei} be a partition. Then it follows from the probability axioms that

p(A) =
∑
i

p(A ∩ Ei) =
∑
i

p(A|Ei)p(Ei). (1)

In particular, since for any non-empty proposition B, {B,B} is a partition:

p(A) = p(A|B)p(B) + p(A|B)p(B). (2)

1.4 Bayes’ law (a.k.a. Bayes’ theorem)

It follows almost immediately from the definition of conditional probability that

p(H|E) =
p(E|H)p(H)

p(E)
. (3)

This means that

• the conditional probability of the hypothesis H given the evidence E, a.k.a. the posterior
probability of H given E, p(H|E)

is determined by the following three probabilities:

• the unconditional probability of the hypothesis H, a.k.a. the prior probability of H, p(H);

• the conditional probability of the evidence E given the hypothesis H, a.k.a. the likelihood of
H for E, p(E|H); and

• the unconditional probability of the evidence E, p(E).

Using the law of total probability, Bayes’ law can be given another form:

p(Hk|E) =
p(E|Hk)p(Hk)∑
i p(E|Hi)p(Hi)

. (4)

In this case, the posterior probability of H given E is determined by the following probabilities:

• the priors p(Hi); and

• the likelihoods p(E|Hi).

The reason that Bayes’ law (in either version) is interesting is that we may be in a position to
determine (or at least estimate) the probabilities which determine the posterior p(H|E), which we
might not otherwise be able to determine.

2 Applications and interpretations of probability

Probabilities so far discussed are like waves: they are characterised by a certain structure, defined
using mathematics; but that structure may several applications and interpretations (consider water
waves, electromagnetic waves, pressure waves, etc.).

Probability has (at least) three distinct applications; see Mellor (2004). Each application may be
subject to more than one interpretation.
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• Credence, a.k.a. subjective probability. Probabilities represent an agent’s degrees of belief. Prob-
abilities are features of people; they may differ from person to person; in that sense they are
“subjective”. (Ramsey, de Finetti, Savage, Jeffrey)

• Epistemic probability. Probabilities represent rational degrees of belief. Insofar as rationality
is intersubjective and therefore “objective”, they are “objective”.

– The classical theory (Laplace, Pascal, Bernoulli)

– The logical theory (Keynes, Jeffreys, Carnap)

• Chance, a.k.a. physical probability Probabilities represent physical features in the world. Insofar
as such properties are “objective”, they are “objective”.

– The frequency theories (Venn, von Mises, Carnap, Reichenbach)

– The propensity theory (Peirce?, Popper, Gillies)

2.1 Why should credences be probabilities?

What reason is there to believe that belief comes in degrees? What reason is there to believe that
such degrees are well represented by probabilities (according to the Kolmogorov definition)?

One answer to these questions was provided by Ramsey (1926): belief guides betting behaviour.

‘. . . [A]ll our lives we are in a sense betting. Whenever we go to the station we are betting
that a train will really run, and if we had not a sufficient degree of belief in this we should
decline the bet and stay at home.’ (Ramsey 1926, p. 79)

So we may define your credence in A, cr(A), as the amount you are willing to pay for a bet on A to
win £1; or the amount you are willing to sell a bet on A for, on pain of giving the winner £1.

This gets us as far as cr(A) being measured by a real number (perhaps even between 0 and 1). But
under what conditions are credences probabilities in the Kolmogorov sense? Call such credences co-
herent. (n.b.: coherent 6= rational: rational credences (i.e. epistemic probabilities) must be coherent,
but coherent credences need not be rational.)

What we might call the “Dutch Book” Theorem states that:

(i) If an agent’s credences are not coherent, then that agent is subject to a “Dutch book”, i.e. a
collection of bets which, overall, guarantees that the agent will lose money.

(ii) If an agent’s credences are coherent, then that agent is not subject to a “Dutch book”.

There are alternative approaches to establishing the coherence of credences, which use representation
theorems (beginning with Ramsey 1926 and continued by Savage).

3 Bayesian epistemology

Bayesianism is the doctrine that scientific method is inductivist and probabilistic. More precisely:
science should proceed by the updating of prior probabilities of hypotheses, according to collected
evidence, where that updating is governed by conditionalisation and Bayes’ rule.

3.1 Degrees of confirmation

For some evidence E and a hypothesis H, define

c(H,E) :=
p(H|E)

p(H)
. (5)
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This is the factor by which the posterior—the probability of H after conditionalising on E—is greater
than the prior—the probability of H before conditionalising on E. Therefore it is reasonable to call
c(H,E) the degree of confirmation that E affords H.

Since (by Bayes’ law)
p(H|E)

p(H)
=

p(E|H)

p(E)
, c(H,E) is determined by the likelihood of H for E and

the unconditional probability of E. We may then define:

• c(H,E) > 1 iff E is confirming evidence for H;

• c(H,E) < 1 iff E is disconfirming evidence for H (c(H,E) = 0 iff E falsifies H);

• c(H,E) = 1 iff E is irrelevant or neutral for H;

3.2 Some things that Bayesianism gets right

• Falsification. If p(E|H) = 0 and p(E) > 0, then p(H|E) = 0.

• Hypothetico-deductivism. If H � E, then p(E|H) = 1. If also p(E) > 0, then c(H,E) > 1.

• Importance of independent evidence. If p(E1 ∩ E2) = p(E1)p(E2), p(E1|H) > p(E1) and
p(E2|H ∩ E1) > p(E2), then c(H,E1 ∩ E2) > c(H,E1) > 1.

• Diminishing returns. As more confirming evidence comes in, c(H,E) decreases.

3.3 The Ravens “Paradox”, revisited

Let H := ‘All ravens are black’ = ‘∀x(Rx→ Bx)’ and let E := ‘Here is a black raven’ = ‘Ra & Ba’.

Then p(E|H) = p(Ra&Ba|H) = p(Ba|Ra,H)p(Ra|H).
But p(Ba|Ra,H) = 1, so p(E|H) = p(Ra|H).

Now assume that H does not affect the probability of any thing being a raven; i.e. p(Ra|H) = p(Ra).
So p(E|H) = p(Ra).

Further assume that, conditional on no assumptions, being a raven and being black are independent;
i.e. p(E) = p(Ra&Ba) = p(Ra)p(Ba).

Then

c(H,E) =
p(E|H)

p(E)
=

1

p(Ba)
> 1. (6)

Now let E′ := ‘Here is a non-black non-raven’ = ‘¬Ba & ¬Ra’.

Then p(E′|H) = p(¬Ba&¬Ra|H) = p(¬Ra|¬Ba,H)p(¬Ba|H).
But p(¬Ra|¬Ba,H) = 1, so p(E′|H) = p(¬Ba|H).

Now assume that H does not affect the probability of any thing being black; i.e. p(Ba|H) = p(Ba).
So p(¬Ba|H) = p(¬Ba). So p(E′|H) = p(¬Ba).

We have already assumed that p(Ra&Ba) = p(Ra)p(Ba). It follows that p(E′) = p(¬Ba&¬Ra) =
p(¬Ba)p(¬Ra).

Then

c(H,E′) =
p(E′|H)

p(E′)
=

1

p(¬Ra)
> 1. (7)

Now assume that p(¬Ra) >> p(Ba). It follows that c(H,E) >> c(H,E′). In other words, E is
much better confirming evidence for H than E′ is, even though both confirm H.
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3.4 The ‘Grue’ Problem, revisited

Let H := ‘All emeralds are green’ = ‘∀x(Ex→ Gx)’, let H ′ := ‘All emeralds are grue’ = ‘∀x(Ex→
G′x)’ and let E := ‘This emerald, observed before time t, is green’ = ‘Ea & Oa & Ga’. But Oa & Ga
is logically equivalent to Oa & G′a; so E is logically equivalent to ‘This emerald, observed before
time t, is grue’.

Then p(E|H) = p(Ea&Oa&Ga|H) = p(Ga|H,Ea,Oa)p(Ea&Oa|H).
But p(Ga|H,Ea,Oa) = 1; so p(E|H) = p(Ea&Oa|H).

Now assume that H does not affect the probability of any thing being an observed emerald; that is,
p(Ea&Oa|H) = p(Ea&Oa). Then p(E|H) = p(Ea&Oa).

Also p(E|H ′) = p(Ea&Oa&G′a|H ′) = p(G′a|H ′, Ea,Oa)p(Ea&Oa|H ′).
But p(G′a|H ′, Ea,Oa) = 1; so p(E|H ′) = p(Ea&Oa|H ′).

Now assume that H ′ does not affect the probability of any thing being an observed emerald;
i.e. p(Ea&Oa|H ′) = p(Ea&Oa). Then p(E|H ′) = p(Ea&Oa) = p(E|H).

Then

c(H,E) =
p(E|H)

p(E)
=

p(E|H ′)

p(E)
= c(H ′, E); (8)

in other words, E confirms H and H ′ equally well.

If we now assume that p(H) >> p(H ′), then it follows that p(H|E) >> p(H ′|E). In other words: if
we give the ‘green’ hypothesis a much higher prior than the ‘grue’ hypothesis, then conditionalising
on our observations (before time t) of green emeralds leads to a much higher posterior for the ‘green’
hypothesis than the ‘grue’ hypothesis. But nothing here tells us why we should give the ‘green’
hypothesis a much higher prior.

3.5 Where do the likelihoods come from?

How do we determine the likelihoods p(E|H)? Sometimes, of course, H entails E, in which case
p(E|H) = 1; but this will not generally be the case.

Another answer, which will apply in many other cases, comes from the Principal Principle (Lewis
1980). According to this principle, rational credences are constrained by chances. More specifically,
for any proposition E and some “admissible” background proposition B,

ep(E|‘ch(E) = x’ & B) = x. (9)

“Admissible” events are those that do not give any information about whether or not E actually
occurs. (So in particular, B may not = E.)

The Principal Principle will be particularly helpful if our hypothesis H entails claims about chances.
But what justifies the principle? (Lewis, for one, takes it as a functional definition of ‘chance’.)

But we can’t expect the Principal Principle to provide all likelihoods. E.g., consider some specific
hypothesis H and evidence E. How do we determine p(E|H)? This is the catch-all problem.

3.6 Where do the priors come from?

According to Objective Bayesianism, the priors for our hypotheses are epistemic probabilities. This
requires recourse to either the classical or logical theory of probabilities; on both accounts, prior
probabilities are a priori. However, it is hard to see how unique values for unconditional probabilities
could be uniquely determined a priori, let alone as a matter of logic.
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But if Bayesianism is to be an all-encompassing epistemology, then the priors must be a priori—for
if they were a posteriori, how would a Bayesian model how we learn what they are?

According to Subjective Bayesianism, often just called Bayesianism, the priors for our hypotheses
are credences. In other words, they are personal and subject to no rational constraints—except
coherence. This allows them to be a priori, insofar as they are justified at all. n.b. the likelihoods
may still be rationally constrained, e.g. by the Principal Principle.

But what requires credences to be coherent over time, as is required by Bayesian conditionalisation?
A “diachronic Dutch book” argument was proposed by David Lewis via Paul Teller, but should such
diachronic considerations be compelling?

3.7 Good news/bad news

The good news for the (subjective) Bayesian is that, despite possibly wildly divergent priors, two
agents may come to agree more closely about the appropriate posteriors, once they have both condi-
tionalised on a sufficient amount of sufficiently valuable evidence. These so-called convergence theo-
rems may be proved rigourously (see e.g. Earman 1991). (Note the ‘∀(pairs of priors) ∀(disagreement)
∃(evidence)Φ’ form of the good news: for any two sets of priors, no matter how divergent, and for
any finite tolerance-bound of disagreement, there is an amount of evidence which yields agreement
within that tolerance-bound.)

The bad news begins with the recognition that Bayesian conditionalisation is a fully reversible pro-
cess: given the likelihoods, the “reverse” map (posteriors 7→ priors) is as deterministic as the usual
map (priors 7→ posteriors). It follows that, given any set of evidence, no matter how comprehensive,
and given any degree ∆ of disagreement you like, we can always find two sets of priors that lead,
through conditionalisation on that evidence, to posteriors which disagree at least as much as ∆.
(Note the ‘∀(evidence) ∀(disagreement) ∃(pairs of priors)¬Φ’ form of the bad news.)
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